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1 Introduction
OneLab is a EU-funded project whose objectives are twofold:
to operate a European management center of the PlanetLab
testbed, and to extend the current platform capabilities mainly
by adding testbed nodes behind wireless links and by enhancing
the ability of applications to perceive the underlying network
environment.

This patchwork paper addresses various areas of the de-
velopment activities that were undertaken within OneLab.
First, we describe our contribution to the inter-PLC federa-
tion paradigm, that is currently integrated within the Princeton
codebase. Then we describe a few extensions that we made, in
the OneLab codebase only, to the data model and the API, in
particular for handling heterogeneous hardware. Finally we de-
scribe a “cross layering” problem that we are currently facing
about mapping port numbers to slices. The conclusion men-
tions the need for closer integration between both codebases.

2 Inter-PLC federation

2.1 Requirements
Federation of different PLC-like entities (or myplc’s) allows or-
ganizations or geographic regions retain autonomous control
over their nodes. This will help spreading responsibility for
PlanetLab across multiple myplc’s. The requirements that were
taken into account in the current design and implementation of
the federation were to support :

Merging resources : the major objective is of course to show
users a set of resources that encompass all the resources
available at the myplc’s participating to the federation, and
to let them use all these resources as if they were managed
by a unique infrastructure.

One-to-one peering : at this early stage, two instances of my-
plc can create a peering relationship between them. The
peering is not transitive, so in general a set of n myplc’s
would need to explicitly create n ∗ (n − 1)/2 peerings to
create a fully connected testbed. This can of course be
improved in the future.

Symetric peering : Both ends of a peering have similar roles.
An initial proposal for federating instances of myplc was
relying on a separation of functions between so-called
Management Authorities (MA) and Slice Authorities (SA)
[1]. Over time however, this separation became less and
less relevant, mostly due to the clear lack of balance be-
tween both functions in terms of benefits and drawbacks.
This is why our current implementation does not reflect
this separation anymore, although bringing it back to life
would be relatively easy.

Policy-friendly : Although there is very poor support for pol-
icy management as of now, the architecture was designed
so that a given myplc remains in a position to make the
final decision in terms of actual resource allocation to a
foreign slice.

2.2 Design and implementation

The current federation mechanism is based on a new class of
objects in the data model named Peer, that holds the location
and cryptographic material of the peering myplc, namely a GPG
key and an SSL certificate.

Two new methods were introduced; RefreshPeer is cycli-
cally invoked at each end of the peering; its purpose is to refresh
the local, non-authoritative, database cache, so it accurately de-
picts the objects the remote peer is authoritative for. This way, a
user can have access to the nodes actually hosted at a federating
peer, and extend her slice on them. This is the way we achieve
the ’merging resources’ and ’symetric peering’ requirements.
The scope of the caching mechanism includes Sites, Keys, Per-
sons, Nodes, and Slices. All these objects now can be either
local or foreign, and this of course had a large impact on the
Web UI since foreign objects are accessible read-only.

As far as nodes are concerned, the decision was made that
a given node should only know about its own myplc, and get
all the information it needs through the GetSlivers method that
deprecates the use of slices.xml. The alternative option, where
nodes would have been in charge of contacting peering myplc’s,
was rejected because it did not allow the authoritative myplc to
control his own node’s resource allocation, and thus to effec-
tively implement policies.
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The performance of the current implementation is reason-
able; at least the algorithmic complexity is linear in the number
of objects involved. A typical RefreshPeer from OneLab to
PlanetLabCentral takes in the 120s, out of which two-thirds are
spent in transporting the data through xmlrpc. We estimate that
parsing the resulting XML takes about 80% of that transport
time, thus about half of the overall duration.

2.3 Remaining issues

Two major issues remain with this implementation. First, there
is no support at all for handling policies in this model. The
plan is to run the code and to gain experience in the PlanetLab-
OneLab environment, and to gather a better understanding of
the required features.

Another issue needs to be addressed soon, it is about names
uniqueness and naming schemes. Right now, a given entity is
not allowed to appear twice as a local entity at two different my-
plc’s with the same name. This is not a problem as far as nodes
are concerned; it becomes less convenient for slice names, and
the envisioned solution here is to define a hierarchical naming
scheme. It is definitely painful as far as user emails are con-
cerned, so we plan to address this limitation in the near future.

3 OneLab API extensions

3.1 Node network settings

With the objective to support heterogeneous types of hardware,
we had to address the wide variety of parameters that might
need to be defined on a wireless network interface.

To that end we have extended the PlanetLab API with a
mechanism that allows to attach virtually any kind of setting
to a network interface, like e.g. to define a WiFi SSID. This
mechanism relies on objects named NodeNetworkSettingType
and NodeNetworkSetting, that work in much the same way as
the Slice/Attributes/Type model that allows to attach manage-
ment attributes to a slice. Of course our web pages [2] provide
full support for managing these objects. In addition, our own
flavours of the bootcd and bootmanager modules take advan-
tage of this feature; this way we can have new network settings
defined in the node configuration file, and have a clean model
to host, e.g. wireless-only nodes.

3.2 All-in-one boot images

The usual PlanetLab setup requires (1) a generic boot medium,
either on a CD or a USB key, and (2) a node-specific config-
uration file typically located on a floppy. The general idea is
that users need to download the relatively large (in the 40Mb)
generic image only once and for good, while any change to the
node configuration just requires to download a tiny configura-
tion file.

Although the rationale for splitting this boot material in two
parts still partially holds, we argue that (1) having to deal with
two separate pieces of data for a single node is confusing, (2)
that this model has had the side-effect that a substantial part
of the public PlanetLab nodes have been running, and maybe
still run, very old 2.0 boot CD’s, (3) that more and more nodes
come without a floppy drive anymore, and (4) that having to
download a new 40 Mb boot medium, even after each change
in the node configuraion, is perfectly acceptable by nowadays
standards.

So we have implemented a way to produce node-specific
complete boot images, either in ISO or USB format; no floppy
is required anymore. We expect the benefits to be more sim-
plicity in the node setup procedure, but also to have users more
easily upgrade their boot software so we do not have to deal
with very old boot disks.

The implementation of this feature relies on the new Get-
BootMedium API method, that in turn uses the bootcustom.sh
shell script that was rewritten from the former cdcustom.sh to
handle USB images.

4 Wished feature : port to slice map-
ping

4.1 The problem

Among the scope of the OneLab projects are two applications
that exhibit the same need, and that we are not able to satisfy as
of today.

The first one is to provide CoMo, which is a tool dedicated
to monitoring packets on core routers, with a means to securely
expose the captured packets to the originating slice. To the best
of our knowledge, there is currently no workable and reliable
means to identify the related slice based on the packet header
and time, since all slivers on a node share the same IP address,
and use port numbers on a discretionary basis. Of course this
information is available through the planetflow tool, but in a
form that at first look does not seem to fulfil CoMo’s needs,
since for achieving a fully reliable tracing mechanism it would
in principle take CoMo to issue a per-packet request, which is
totally unrealistic.

The other example is around the dummynet tool. We are
currently extending the PlanetLab data model, so users can de-
ploy dummynet-based network emulation boxes on their sites,
and thus let slice owners fine-tune the dummynet settings that
affect their slice’s traffic. So here again, we need a simple way
to map port numbers to slices, so that at least users do not acci-
dentally alter other slice’s settings.

4.2 Possible solutions

Mapping slices to port numbers is an issue that regularly makes
it way to the PlanetLab mailing lists. As far as we know there is
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no clear mechanism that would allow us to fulfill the two needs
described above.

A possible solution would be to let users manually perform
a quasi-static allocation of port numbers to slices. This clearly
is an expensive move from the current status of the PlanetLab
software, with many areas – including the federation paradigm
– being impacted; there might also be scalability concerns since
the total number of ports is limited.

We would warmly welcome any alternative solution to this
problem. In any case it seems to us that providing some mecha-
nism for externally performing a reliable port to slice mapping
is a mandatory feature, if we want to successfully integrate with
third-party tools like CoMo and dummynet.

5 Conclusion
We have presented a few directions that the OneLab engineer-
ing team has been addressing during the past few months.

Except for federation, this work has for operational rea-
sons been achieved within a separate OneLab codebase. Most
of these changes could be easily merged within the Princeton
codebase, so we hope that at some point in the future we can
start working on a converging unified codebase. In particular,
as far as CoMo is concerned, the port-to-slice mapping feature
would clearly make more sense if it was to be supported on
both sides of the Atlantic. In this respect, the PETF initiative as
described in [3] would definitely be the appropriate approach
to achieve codebase convergence.
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